
   

ExtraHop Reveal(x) vs. Cisco Stealthwatch 
NetFlow Is Not Enough 

 

ExtraHop Reveal(x) and Cisco Stealthwatch both use the network as a data source  for security 

incident detection and investigation, but there are key differences in the two products that are 

important to understand. One crucial difference is that Stealthwatch relies on NetFlow data, which is 

only a sampling of network data and provides no visibility into application transaction payloads. 

Reveal(x) parses network and application protocols to provide deeper visibility, which enables greater 

detection and investigation capabilities not possible with a Netflow-only solution like Stealthwatch. 

This paper will outline why Reveal(x) is a better investment for security teams that need to quickly 

and confidently detect, investigate, and resolve security threats to reduce risk and protect the 

business. 
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Network Visibility 

What Reveal(x) Sees: L2L7 Traffic with Continuous PCAP and Decryption 

The root of the difference between Reveal(x) and Stealthwatch is the data source. Reveal(x) uses 

real-time wire data, extracted from the network and analyzed at line rate up to 100 Gbps to provide 

4,700+ metrics. Reveal(x) passively analyzes traffic, performing full-stream reassembly, as well as 

parsing 50+ enterprise protocols to provide full L2-L7 visibility and content analysis, even if the data 

is encrypted. Within the traffic, Reveal(x) automatically discovers and classifies every device on the 

network.  This continuous analysis provides an always-accurate inventory of active devices, can 

identify rogue and unmanaged entities, and supports auto-classification of critical assets and 

sensitive databases. 

 

Visibility into the actual transaction payload contents at L7 for every single transaction is often what 

makes the difference between having mere suspicion of an attack and having concrete, accessible 

evidence of it. This difference in data richness gives Reveal(x) a major advantage in the effectiveness 

of machine learning, the availability of rapid forensic investigation capabilities, and the level of 

confidence analysts have in automating security response and remediation processes. 
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What Stealthwatch Sees: L2L4 NetFlow & Telemetry 
Stealthwatch relies on L2-L4 NetFlow and telemetry data provided by routers, switches, and flow 

sensors throughout the network. This isn't inherently bad. The product can detect or infer which 

applications or protocols are being used by looking at initial data packets and metadata about flows. 

This high-level view tells you which devices are talking, and how much, and whether it is normal for a 

given device to use a given application.  

 

However, the lack of visibility into Layer 7 transaction contents means that critical pieces of 

information for detecting and investigating attacks simply are not available to Stealthwatch. For 

example, when attackers interact with critical assets such as authentication servers, databases, or 

storage clusters, to escalate their privileges or exfiltrate data, they may not generate anomalous 

volumes or patterns of traffic. Many attackers actively work to cover their tracks against these modes 

of detection. Because Stealthwatch lacks access to the L7 payload in the transaction it cannot provide 

complete context, and is likely to miss crucial pieces of evidence to establish confidence of an attack, 

hidden from view due to lack of logging and encryption. Stealthwatch can tell you that somebody 

accessed the database, and maybe how much data was moved, but not  which  data was accessed and 

exfiltrated. Using wire data, Reveal(x) is able to provide this greater level of detail. 
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Detecting Known and Unknown Threats 

How Reveal(x) Detects Attacks: Predictive Machine Learning & Threat Intelligence 

Reveal(x) identifies risky and malicious activities through  an array of techniques operating on rich 

L2-L7 data and over 4,700 automatically-extracted features. These inputs allow Reveal(x) to achieve 

a high degree of accuracy, and to deliver rich forensic detail, including full decrypted packets, to 

analysts immediately upon detection. For example, the machine learning system in Reveal(x) learns 

what normal behavior looks like in each customer's enterprise network, and develops continuously 

refined predictions for each device's future behavior. Reveal(x) also learns what normal behavior 

among peer groups looks like. If one DNS server starts behaving differently than the others, Reveal(x) 

will notice. When a device behaves differently than predicted and exhibits activity consistent with 

insecure events or threat behaviors, Reveal(x) detects it and correlates the behavioral change with 

one or more steps of the attack chain, illustrated below. 

 

 

 

Because of the rich data gathered by Reveal(x), and predictive behavioral analysis applied by the 

machine learning system, the product is able to detect never-before-seen threats, stealthy 

low-and-slow attacks, and novel attack approaches that would remain invisible to platforms relying 

on lower-fidelity data and brittle, signature based detection systems. 

 

In addition to machine learning detections, Reveal(x) identifies misbehavior and activities that exceed 

thresholds, match patterns of known concern, or match bespoke rules defined by your team. These 

detections often rely specifically on the layer 7 transaction contents that provide such confident, 

conclusive evidence of malicious action. This range and flexibility of detection enables security teams 

to expand their capabilities beyond reactive threat detection to proactive monitoring, hunting, and 

hygiene. This approach  is the best way to reliably catch early-stage attack behavior, 

misconfigurations, and compliance issues. 

 

Reveal(x) can also ingest threat intelligence data from many third party sources, and correlate that 

data with metrics and machine-learning driven analysis to quickly and automatically detect and 

contextualize threats. The ability to integrate threat intelligence is a standard feature of Reveal(x) 

and can be used to integrate any existing paid or free STIX-formatted threat intelligence into the 

platform. 
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How Stealthwatch Detects Attacks: Known Malware and Custom Policy Violations 

Stealthwatch's primary way of detecting attacks is to compare observed behavior on a network to 

"known bad" behavior, such as custom policy violations manually identified by the customer, or 

behaviors that match known malware. This is essentially a rules-centric approach. Even with very 

effective machine learning, Stealthwatch's effectiveness is constrained due to the  limitations of 

NetFlow as a  data source. 

 

Stealthwatch's threat detection capabilities rely on NetFlow, endpoint telemetry, policy and access 

engines, and sometimes parsing initial data packets, but not full transaction contents. This has severe 

negative implications for the quality of Stealthwatch's detections. The quality of the data input for 

machine learning systems directly impacts the accuracy of the output. The data points Stealthwatch 

extracts from NetFlow and telemetry simply are not rich enough for a machine learning system to use 

in generating reliable outcomes, meaning that the amount of manual investigation required to verify a 

detected "threat" is likely to be high.  

 

For Stealthwatch customers who purchase a threat intelligence license for each of their Stealthwatch 

Flow Collectors, the product can also tap into Cisco's threat intelligence data to fire an alarm, telling 

analysts whether known-bad IPs or domains are communicating with their network.  

What If The Data Is Encrypted? 

As enterprises move toward encrypting more and more traffic, both internally and in 

internal-to-external communications, the process of analyzing data for threat detection and 

investigation grows more challenging. Attackers know this, and are increasingly masking their 

behaviors in existing encrypted traffic, both at ingress/egress points and in the internal east-west 

corridor.  

How Reveal(x) Deals with Encrypted Data: Decrypt Out of Band for Analysis 

Reveal(x) is able to decrypt and analyze traffic at line rate, without compromising security or 

impacting performance. This capability gives you the deep visibility you need to quickly detect threats 

and investigate and respond to incidents. The solution works even if perfect forward secrecy with 

ephemeral session keys is enabled, meaning that enterprises can maintain the full analysis visibility 

they need while still taking advantage of the security and privacy benefits of the latest and greatest 

TLS version. Recent EMA research on encryption had 76% of respondents say they were planning to 

implement TLS 1.3 and perfect forward secrecy. Unless the security team can decrypt for analysis, 

this move will leave them unable to detect or investigate many attacks.  Decrypting data to detect 

threats is rapidly becoming a necessary practice for security operations teams. 

How Stealthwatch Deals with Encrypted Data: Limited Analysis of Encrypted Packets 

Stealthwatch is unable to decrypt data for analysis, but they claim to be able to detect threats by 

conducting analysis on encrypted traffic. To get around this limitation, Cisco uses an updated form of 
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NetFlow, only available on the newest generation of Cisco gear, to fuel their encrypted traffic 

analysis. This new version of NetFlow includes some pieces of data extracted from the initial data 

packet from each flow, and a sequence of packet lengths and times (SPLT), which Cisco claims "offers 

vital clues into traffic contents beyond the beginning of the encrypted flow." Essentially, they are 

saying that the content inside the encrypted traffic is very useful, but they can't see it, so inferring 

based on outside clues is the best they've got.  

 

Let's dig into what these new data points mean. 

 

● The initial data packet is the tiny part of the conversation that is available for analysis before 

the rest of the transaction becomes encrypted. From this, Stealthwatch can extract some 

details about the level of encryption applied, as well as HTTP URLs and DNS hostnames. 

● The sequence of packet lengths and times (SPLT) is essentially a coarse behavior signature. 

Stealthwatch measures the size of packets, and the time between their arrival, and compares 

that to data transmission patterns associated with known malware families. 

 

That means they're looking at who is talking to whom, and doing some math on the byte distribution 

and timing of packets to make a semi-informed guess about what might be contained in the 

communications. They may be able to infer some information about an HTTPS packet, but cannot 

confirm what was actually sent or requested, or whether the HTTP request contained malicious code, 

as in the case of cross-site scripting or SQL injection attacks. This means Stealthwatch cannot 

confidently detect many attack types that rely on intentionally misusing the payload of an encrypted 

transaction, including cross-site scripting attacks, SQL injection, and database manipulations like 

audit-table deletion. They may notice unusual levels of communication between hosts, but would 

need to tell analysts to investigate further using other tools such as logs to establish confidence that 

what happened was an attack, and not merely unusual behavior. Since logs are often not enabled on 

database and DNS servers, which are major vectors and attack targets, further investigation may be 

impossible. 

 

On top of all that, attackers regularly modify their techniques to avoid rule-based detection, so coarse 

data is even less likely to yield the necessary signal for confident detection. This leads to a high 

number of false positives,  a waste of analyst time and energy, and ultimately to missing the signals of 

actual attacks. 

 

Reveal(x) can see the layer 7 contents of the transactions in these attacks, meaning that analysts can 

see immediately if a user has downloaded restricted data or deleted logs. They can confidently move 

to remediation, rather than spending further time pivoting to other tools to verify whether a 

Stealthwatch alert warrants investigation. 
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Investigation and Remediation Workflows 

How Investigations and Remediation Work in Reveal(x) 

Reveal(x) focuses heavily on providing fast, largely automated investigation workflows so that 

analysts have all the information they need to respond confidently as soon as they receive a 

detection. Each detection is presented with rich contextual insights, offering a clear path for 

investigation to the analyst, as well as direct links to the data and relationships that should be 

investigated. Within one click of receiving a detection, analysts using Reveal(x) can access fully 

indexed and searchable transaction records and full packet contents for all devices, transactions and 

users involved in the potential threat. This enables analysts to quickly and confidently respond to the 

threat in the most appropriate way without having to swivel between tools and manually pore over 

huge PCAP files to find out exactly what happened. Tier 1 analysts are able to accomplish more with 

less training and oversight, and every analyst works in a more productive environment. 

 

In Reveal(x), investigating a detection can start from anywhere in the UI. Detection annotations 

appear In live activity maps, device lists, activity charts, and on the security overview page, so analysts 

can quickly see where detections have occurred and understand their context. With one click, 

analysts can see all detections associated with a particular host, including a risk score indicating the 

relative severity of the issue,  correlations with third party threat intelligence, usernames associated 

with the detection, background information on the attack type, mitigation steps,  and recommended 

next steps for investigation.  
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A detection card in Reveal(x) provides rich context and educational background information about the attack 
so even less experienced  analysts can understand and respond appropriately. 
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How Investigation and Remediation Work in Stealthwatch 

 

Investigating alarms  in Stealthwatch is very host centric and spreadsheet-like. In their interface, any 

host with associated "security events" has a page showing which devices it has communicated with 

and a list of related security events. These security events may include various types of events, 

including innocuous occurrences like flow denial, or violations of manually defined business policies. 

 

 

A security event listing in Stealthwatch. 
 

A typical workflow for investigating a threat in Stealthwatch would involve looking at a list of IP 

addresses that have security events associated with them, choosing one to investigate, and looking at 

the list of security events associated with that host to decide whether or not to pursue remediation. 

For many security events, this investigation process is likely to require pivoting to manually query 

other systems, such as a SIEM or packet capture tool, to establish enough confidence to warrant 

quarantining a potentially compromised host or insider threat.  This points to another challenge with 

Stealthwatch: dependencies. The product relies heavily on other Cisco products, such as their 

Identity Services Engine (ISE), Talos threat intelligence, Security Packet Analyzer, and others, in order 

to deliver on its promises. Stealthwatch itself is only a partial solution, and a gateway to much more 

spending on Cisco products. 

Conclusion: Reveal(x) is a more effective Network Traffic Analysis Platform 

 

On the axes of network visibility, ML-driven behavioral analysis and detection, and investigation 

workflows, Reveal(x) has more capacity to provide value for security operations teams in enterprise 

organizations. The foundation of this advantage rests in the data source. Real-time wire data with 

full-stream reassembly and full content analysis provides a data source that is many orders of 

magnitude richer and more detailed than the NetFlow and telemetry data used by Stealthwatch. This 

delta in data quality has cascading effects on every capability of the platforms. Reveal(x) has superior 

predictive machine learning that leverages full, decrypted L2-L7 data as well as threat intelligence. 

Reveal(x) also provides a three-click investigation workflow allowing analysts to access indexed 
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transaction records and full, decrypted packet contents to rapidly achieve much higher confidence 

about the occurrence and nature of an attack before taking remediation actions. 

 
 

_______________________________________________ 

ABOUT EXTRAHOP 

Extrahop provides enterprise cyber analytics 

that deliver security and performance from 

the inside out. Our breakthrough approach 

analyzes all network interactions in real time 

and applies advanced machine learning to help 

you investigate threats, ensure the delivery of 

critical applications, and protect your 

investment in the cloud. 
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